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e OmpSs@FPGA Overview and Vivado/Vitis HLS usage
« Basic Programming with OmpSs@FPGA
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FPGAs and Zynq
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What is a FPGA?

UNIVERSITAT POLITECNICA
DE CATALUNYA
BARCELONATECH

({ Field Programmable Gate Array

PROGRAMMABLE

INTERCONNECT

1 5
=D
o[PS
L =D

_1'.0

Barcelona

Supercomputing

Center

Centro Nacional de Supsreomputacion

LOGIC BLOCKS

Y OO OO0 O PN S0 O o9

o OCCO000
jggﬁoaoaa
DOOC00
o0V Oo00O00
e BO000000
S0C00D000
IDVOOOOODO
fzaooaoaa
coc oo oo e

(=T-]-]-]-]-].] bbbﬁ\bbﬁ

%‘

IO BLOCKS




()

What is a FPGA?
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What is Zynq? Zynq-7000 — 32-bits

Zyng-7000 All Programmable SoC
Te) Processing System
Peripherals lication Processor Unit
Geﬁg*calt(ion Hesat S i
/ usB FPU and NEON Engine FPU and NEON Engine
use 2x USB MMU ARM Cortex-A9 MMU ARM Cortex-A9
GigE 2x GigE System- CPU CPU
GigE 2x SD Level 32 KB 32 KB 32KB 32 KB
SD Control I-Cache D-Cache I-Cache D-Cache
SDIO IRQ Regs
SD - | Gic | Snoop Controller, AWDT, Timer =<
SDIO YvYy ' i
GPIO | |~ DMA 8 512 KB L2 Cache & Controller ‘
Oles UART - Channel
= UART | |- A
g:: ocMm 256K
12C »| Interconnect | SRAM ¥
12C A Memory
SPI Central Interfaces
SPI Interconnect -
T CoreSight %%H,:fg’?_:
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\ SRAM/ - Controller
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- DAP
ONFI1 1.0 | * ‘
NAND g DevC Programmable Logic to
Q-sPI Memory Interconnect
S0 EE X
Y ! ¢ 4 4
EMIO General-Purpose DMA  IRQ Config High-Performance Poris ACP
XADC
12-Bit ADC Ports Sync AES/ i
SHA Programmabie Logic
SelectlO
Notes: . Resources
1) Arrow direction shows control (master to slave)
2) Data flows in both directions: AX| 32-Bit/64-Bit, AX| 64-Bit, AX| 32-Bit, AHB 32-Bit, APB 32-Bit, Custom
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What is Zynq? Zynq-7000 — 32-bits

Programming:
HDL vs HLS

And
Heterogeneous?
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Zynq 702-board

Quad SPI Flash Memon(1Gb)

5D Card Imerface Connactor
Coanfiguration Mode Selact Switch
System Clock, 200 MHz, 2.5V VDS
Power OnfOff Skde Swiltch

12C Bus Switch

CAN Bus Transcever

USE JTAG Madule with integrated
USE Mini-B Connector
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User Push-butlans,
Active High

FMC2 LPC Connector

12C Program-user
Clock 3.3V VDS

FMC1 LPC connector Xilimx XADC Headar

6 and 1x6
PMOD /D Header

10001000 MHz
Etharnet PHY,
RJ4& with Magnetics
Ethemet Status USEB-to-UART Bridge,

LEDs USE Mini-B Connector

USB 2.0 ULPI Tranacaiver,
USE Mini-B Connectar

2xB Male Pin 110
Header driven from
I2C Espander UBD

Eight-user LEDs

Usear 2-pole DIP Switch

Zyng All Programmable SoC

Power Managemant System
{bottom and top of board)

FPGA PROG Push-button

12C Real-Timo Clock (RTC)

DDR3 Component Memory (1 GB)

RGMII Ethernet PHY Oscillator,
25.000 MHz



OmpSs@FPGA Programming Model



o

Task-based programming

e StarSs family key concepts
* Sequential task-based program Sta rSS
» View of a single address/name space
e Execution in parallel: automatic /

* runtime computation of dependencies

* Productivity and portability OmpSs COMPSs
PyCOMPSs
@swp| | @GrPu| | @FPca |\ | @ cCluster|

* OmpSs is used for prototyping extensions to OpenMP
* Tasking
» data-dependences
* Heterogeneity
* Multiple address spaces

* LLVM/Clang compiler
* Nanos6 runtime system

UNIVERSITAT POLITECNICA
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Execution Model (OmpSs + accelerators)

-
,f N~

Global thread team created on startup
— Master starts main task (also executes) Global thread team
— N workers execute tasks p
— One representative per device (accelerator) Task pool

All threads get work from a task pool \

— Accelerator kernels become tasks

— Tasks are labeled with a target device
» smp, fpga

— Scheduler decides which task to execute, and we can use affinity to select
an accelerator

— FPGA tasks may be created by other FPGA tasks (task creation) with task
dependencies (Picos runtime)

— Smp tasks can be created by FPGA tasks (reverse offloading)

IIIIIIIIIIIIIIIIIIIIII Barcelona
DE CATALUNYA Supercomputing
AAAAAAAAAAAAA Center
Centro Nacional de Supercomputacion 1 1



OmpSs@FPGA Model Details
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Very Simple Code: Execution Model

e There are a pool of threads
to run taSkS const int SIZE=1024;

¢ Runtime decides #pragma oss task in([SIZE]c,a) out([SIZE]b) device(fpga) copy_ deps
num_instances (1)

» When a thread executes a void scale task(double *b, double *c, double *a);
task (it should be ready at
task pool)

» Where to execute a task

\ #include “scale.fpga.h”
based on user annotations

» Which copies has to be void scale_task(double *b, double *c, double *a) ({
done
scale_task PRl
/’ ‘\ double alpha=*a;
'l - -\\ for (int j=0; j < SIZE; j++) b[j] = alpha*c[j]l; }
g 1
Global thread team i‘ m B [
POl PG v, 1B -,
-, S, N / int in (int h t [1)
,/ 2N o . 7’ in maliln in argc, chnar argv
l/ : \‘ Ti k-——l {
ask poo for (. . . ) {

scale task (B, C, &alpha) ;
boo.o.
\ e / #pragma oss taskwait
/
v ’

~
—

[ Jpe—
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Very Simple Code: Execution Model

#pragma oss task device(fpga) in([CONST BSIZE*CONST BSIZE]a, [CONST BSIZE*CONST BSIZE]Db)
inout ([CONST BSIZE*CONST BSIZE]c) copy_deps num instances (1)

void matmulBlock hw(elem t a[CONST BSIZE*CONST BSIZE], elem t b[CONST BSIZE*CONST BSIZE],
elem t c[CONST BSIZE*CONST BSIZE]) {

unsigned int i, 3, k;

const unsigned int FACTOR=BSIZE/2;

for (i = 0; i < BSIZE; i++) {
for (j = 0; j < BSIZE; J++) {
elem t sum = c[i*BSIZE + J];
for (k = 0; k < BSIZE; k++) {
sum += a[i*BSIZE + k] * b[k*BSIZE + j];
}
c[i*BSIZE + j] = sum;

}
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OmpSs@FPGA Ecosystem: Integrating
FPGA compilation into OmpSs



Ecosystem: LLVM/Clang + AIT + Nanos6 + Xtasks

OmpSs transformations

— On full source

» Vitis HLS and Vivado Clang @q 82
Compiler ™
A
aa{Frontend
C/C++ |
Ehase s =
[ ' Phase OmpSs@FPGA
q
| \\ | Phase <<>>
HLS l] ) :
C++ json
AT Sl | FPGA Specific
== | Vendor Tools

A~ P{wm

@, >
BIT

g

\

Nanosé6
Runtime

—

IR

-~/
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SKs

me

Compiler
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Compilation

Few details on the steps to compile

— Compiler: use clang or clang++ (C++)
» compiler -fompss-2 -0 program program.c
» compiler -fompss-2 -fompss-fpga-instrumentation -o program program.c

— Details...
» AIT options:

- --board=$(BOARD _NAME),--clock=100
- --name=vivado_project_name,--dir=$(VIVADO_WORKSPACE)”
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Execution
Few details on the steps to run the application
— Environment:

« Load the bitstream:
- fpgautil -b program.bit.bin

— Run Program: OMP_NUM_THREADS=NT ./program <input arguments>
» Runtime Application Configuration:
- program.xtasks.config or xtasks.config

» With instrumentation:

- NANOS6_CONFIG_OVERRIDE="version.instrument=ovni”
OMP_NUM_THREADS=NT ./program <input>

18



Execution Model (Data Transfer): scale

USER KERNEL
SPACE SPACE
MEMORY MEMORY

at CMA

COMPUTATION
LOGIC

e Runtime takes care of data transfer from user to kernel
e Advanced: Wide Port and Interleave/Priorities (No Zynq)
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Code transformations

#pragma oss task device(fpga) in([CONST BSIZE*CONST BSIZE]a, [CONST BSIZE*CONST BSIZE]Db)

inout ([CONST BSIZE*CONST BSIZE]c) copy_deps num instances (1)
void matmulBlock hw(elem t a[CONST BSIZE*CONST BSIZE], elem t b[CONST BSIZE*CONST BSIZE]
elem t c[CONST BSIZE*CONST BSIZE]) {

unsigned int i, 3j, k;
const unsigned int FACTOR=BSIZE/2;

(€ Wrapper for communication is
automatically generated

. Local declarations
. Copy_deps, local copy of TILE
. Call to user kernel

for (i = 0; i < BSIZE; i++) {
for (j = 0; j < BSIZE; J++) {
elem t sum = c[1i*BSIZE + J];
for (k = 0; k < BSIZE; k++) {
sum += a[i*BSIZE + k] * b[k*BSIZE + j];

}
c[i*BSIZE + j] = sum;

}

UNIVERSITAT POLITECNICA Barcelona
DE CATALUNYA Supercomputing
BARCELONATECH Center

Centro Nacional de Supercomputacicn

4

20



matmulBlock_hw(elem_t a[
L 3, ks

], hls::stream<__mcxx_instrData_t> &mcxx_instr) {

], elem_t b[ 1, elem_t c[
loop_ i _matmul:
for (1 =0; 1 < 32; 14) {
Loop j matmul:
for (3 = 0; 3 <325 3++) {
elem_t sum = c[1 * + 3l;

loop_k _matmul: .
for (k= ; k < 7; ki+) { « Kernel is the same
= 1 % k1l * b[k * i c - o .
, L - . Automatic instrumentation
R « Connection through AXI ports

CONST_BSIZE = ;
mcxx_write_out_port( ap_uint< > data, ap_uint< > dest, ap_uint< > last, hls::stream<mcxx_outaxis>& mcxx_outPort) {

mcxx_outaxis axis_word;
axis word.data = data;

./fpga-naive-zedboard/HLS-32x32-naive/zedboard/matmul ait/xilinx/HLS/matmulBlock hw/matmulBlock hw hls automatic_clang.cpp
ap_wait();
}
mcxx_instrument_event( , _ mecxx_taskId, mcxx_instr);
if (mexx_flags_O[ ]) {
memcpy(a, mcxx_a + mcxx_offset_0/sizeof(elem_t), ( )i

3
if (mexx_flags_1[ 1) {

memcpy(b, mcxx_b + mcxx_offset_1/sizeof(elem_t), ( ));
}
if (mexx_flags_2[ 1) {

memcpy(c, mcxx_c + mcxx_offset_2/sizeof(elem_t), ( )

i

mcxx_instrument_event( , __mcxx_taskId, mcxx_instr);
W mcxx_instrument_event( , __mcxx_taskId, mcxx_instr);
tg)‘* matmulBlock_hw(a, b, c, mcxx_instr);

B.
mcxx_instrument_event( =, __mecxx_taskId, mcxx_instr);



Execution Model: Compiler Support

UNIVERSITAT POLITECNICA
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matmulBlock _hw wrapper(hls::stream<ap uint<
rData t>& mcxx_instr) {
return

elem_t 3[ : Local
elem t b[ |- declaration for

elem t c[ i local copies

22



Execution Model: Compiler Support

'ap_wait();
}
mcxx_instrument_event( , _ mcxx_taskId, mcxx_instr);
(mcxx_flags_0[ 1) {
memcpy(a, mcxx_a + mcxx_offset 0/sizeof(elem_t), (

}

(mexx_flags_1[ 1) {
: memcpy(b, mcxx_b + mexx_offset_1/si: (elem_t), ( ° l_()(:EﬁI ()()F)iEBES Eir](j rT1Eir123§J€3rT1EBT1t

(mexx_flags_2[ 1) { , in the wrapper

I memcpy(c, mcxx_c + mcxx_offset_2/ (elem_t), (
} " 0
mcxx_instrument_event( , __mcxx_taskId, mcxx_instr); i L.()(:Eil (:C)F)IEBSS LJE;Ir]EJ [)()rTSS
mcxx_instrument_event( , _ mcxx_taskId, mcxx_instr);
matmulBlock_hw(a, b, ¢, mcxx_instr);

mcxx_instrument_event( » _mcxx_taskId, mcxx_instr);
mcxx_instrument_event( , _ mcxx_taskId, mcxx_instr);

f (mcxx_flags_ 2[ ]) {

memcpy(mcxx_c + mcxx_offset_2/ f(elem_t), c, (

UNIVERSITAT POLITECNICA Barcelona
DE CATALUNYA Supercomputing
BARCELONATECH Center
Centro Nacional de Supercomputacion 2 3



Execution Model: Compiler Support

matmulBlock_hw(elem_t a[ 1, elem_t b[ 1, elem_t c[ 1, hls::stream<_ mcxx_instrData_t> &mcxx_instr) {
i, J, k;

QAL ;i) {

« Kernel is the same

for (3= 05 3 <k g {
S« Local copies and management

: sum += af[i * 32 + k] * bk * 32 + jI; in the wrapper

c[i'* + 3] = sum;

)_1_matmu
(i =
P_]

CONST_BSIZE = 5
mcxx_write_out_port( ap_uint< > data, ap_uint< > dest, ap_uint< > last, hls::stream<mcxx_outaxis>& mcxx_outPort) {

mcxx_outaxis axis_word;
axis_word.data = data;
. /fpga-naive-zedboard/HLS-32x32-naive/zedboard/matmul_ait/xilinx/HLS/matmulBlock hw/matmulBlock hw hls_automatic_clang.cpp

ap_wait();

}
mcxx_instrument_event( ', _ moxx_taskId, mcxx_instr); Local
if (mexx_flags_0[ 1) {
memcpy(a, mcxx_a + mcxx_offset_0/sizeof(elem_t), ( ; Copies

matmulBlock_hw_wrapper(hls::stream<ap_uintq

rData_t>& mcxx_instr) { L Local
memcpy(b, mcxx_b + mcxx_offset_1/sizeof(elem_t), ( : US|ng ports ot .
T declaration for

= L _offset_2/sizeof(elem_t), : -
1 memcpy(c, mcxx_c + mcxx_offset_2/ (elem_t), ( Iocal COpleS

mcxx_instrument_event( ', _ mcxx_taskId, mcxx_instr);
mexx_instrument_event( , _ mexx_taskId, mexx_instr); elem t a[ 1;
matmulBlock_hw(a, b, c, mexx_instr); elem t b[ 1;
mexx_instrument_event( , _ mexx_taskId, mexx_instr); elem t cl 1;
mcxx_instrument_event( ', _ mcxx_taskId, mcxx_instr); =
if (mexx_flags_2[ 1) {
memcpy(mexx_c + mexx_offset_2/sizeof(elem_t), c, (

UNIVERSITAT POLITECNICA Barcelona
DE CATALUNYA Supercomputing
BARCELONATECH Center

Centro Nacio iperc:

}
if (mexx_flags_1[ 1) {




OmpSs@FPGA MxM Example:
num_instances and HLS kernel



Sequential Example: Tiled MxM (2D structure)

// FPGA
void matrix multiply (T a[BS][BS],T b[BS][BS],T c[BS][BS]);

bs

. .
// HOST //” bs

NB_|

for (i b=0; 1 b<NB I; i b++)
for (j b=0; j b<NB J; J b++)
for (k b=0; k b<NB K; k b++)
matrix multiply (AA[i b] [k b], BB[k b][j b], CC[i b][]j b]);

UNIVERSITAT POLITECNICA Barcelona
DE CATALUNYA Supercomputing
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OmpSs Example: Tiled MxM

#pragma oss task device(fpga) in([BSla, [BS]b) inout ([BS]c) \

copy deps num instances (1)

void matrix multiply (T a[BS][BS],T b[BS][BS],T c[BS][BS]);
bs

NB _J
. bs

for (i b=0; 1 b<NB I; i b++) NB_I
for (j b=0; j b<NB J; J b++)
for (k b=0; k b<NB K; k b++)
matrix multiply (AA[i b] [k b], BB[k b][j b], CC[i b][]j b]);

#fpragma oss taskwait

// Or
// other tasks depending on input output c of matrix multiply task

UNIVERSITAT POLITECNICA Barcelona
DE CATALUNYA Supercomputing
BARCELONATECH Center

Centro Nacional de Supercomputacicn
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OmpSs Example: Tiled MxM (1 acc)
LLVM/Clang (OmpSs-2 compiler) with AlIT* tool

— Few extensions (num_instances)
— Triggers the bitstream generation automatically (Stub function generated)

#fpragma oss task device(fpga) in([BSla, [BS]b) inout ([BS]c) \
copy deps num instances (1)

void matrix multiply (T a[BS] [BS\T b[BS] [BS],T c[BS][BS]);

bs

NB _J
. bs

for (1 b=0; 1 b<NB I; 1 b++)
for (j b=0; j b<NB J; J b++)
for (k b=0; k b<NB K; k b++)
matrix multiply (AA[i b] [k b], BB

NB_|

[k_b][J_bIW\CCI[1_b][J_bl);

#fpragma oss taskwait

// Or
// other tasks depending on input output c of matrix multiply task

— FPGA

PoLITECNICA (( ::’:‘,Lm puting *Accelerator Integration Tool (BSC tool)
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OmpSs Example: Tiled MxM (1 acc)
LLVM/Clang (OmpSs-2 compiler) with AIT tool

— Few extensions (num_instances)
— Triggers the bitstream generation automatically (Stub function generated)

L~

C 1

P |

fpragma oss tasg
copy deps num i

BS]b) inout ([BS]c) \
num_instances(2)

volid matrix multiply

1[BS],T c[BS][BS]);

bs

NB _J
. bs

for (1 b=0; 1 b<NB I; 1 b++)

for (j b=0; j b<NB J; J b++)
for (k b=0; k b<NB K; k b++)
matrix multiply (AA[i b] [k b], BB[k b][j b]

NB_|

#fpragma oss taskwait
// Or
// other tasks depending on input output c of matrix multiply task

— FPGA




OmpSs Example: MxM kernel + Vitis HLS
LLVM/Clang (Ompss-2 compiler) with AIT tool

— Few extensions (num_instances)
— Triggers the bitstream generation automatically (Stub function generated)

#fpragma oss task device (fpga) in([BSla, [BS]b) inout ([BS]c) \
copy deps num instances (1)

void matrix multiply (T a[BS][BS],T b[BS][BS],T c[BS][BS]);

void matrix multiply(float a[BS][BS], float b[BS][BS],float c[BS][BS]) bs
{ NB_J /
#pragma HLS inline 1

int const FACTOR = BS/2; NB_I

#pragma HLS array partition variable=a block factor=FACTOR dim=2
#pragma HLS array partition variable=b block factor=FACTOR dim=1
// matrix multiplication of a A*B matrix
for (int ia = 0; ia < BS; ++ia)
for (int ib = 0; ib < BS; ++ib) {
#pragma HLS PIPELINE II=1
float sum = 0;
for (int id = 0; id < BS; ++id)
sum += a[ia] [id] * b[id] [ib];
c[ia] [ib] += sum; — FPGA

}

UNIVE|
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AMD-Xilinx Zynq Support ++
OmpSs FPGA Support

void matrix multiply(float a[BS][BS], float b[BS][BS],float c[BS][BS]) Discrete FPGAs like

1{#pragma HLS inline Alveo and Cloud (IMP)

int const FACTOR = BS/2;
#pragma HLS array partition variable=a block factor=FACTOR dim=2
#pragma HLS array partition variable=b block factor=FACTOR dim=1

// matrix multiplication of a A*B matrix
for (int ia = 0; ia < BS; ++ia)
for (int ib = 0; ib < BS; ++ib) { :
“Kria (v260som)* &
ZCU102 Board
XCZU9EG-2FFVB1156
Trenz Electronics Zynq U+
TEO808 XCZU9EG-ES1

#pragma HLS PIPELINE II=1
float sum = 0;
for (int id = 0; id < BS; ++id)
sum += af[ia][id] * b[id] [ib];
c[ia] [ib] += sum;

}

SECO AXIOM Board

Fili

Zynq U+ XCZU9EG-ES2

Zyng-7000 Family
2x Cortex-A9 cores + FPGA (32-bit platforms)

UNIVERSITAT POLITECNICA Barcelona
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4x Corte—A53 cores + FPGA (64-bit platforms) 31



Introduction to
OmpSs@FPGA

Thank you!!



